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1.  Summary 

This paper proposes a design for a reserves market.  In very simple terms the design is a call option on energy.    The call option is called on the basis of its strike price.  The strike price is set by the ISO.  The option is a financially firm instrument purchased by private parties, not the ISO, to cover their reserve obligations.  If the private party does not cover his reserve obligations, then he pays a penalty or administrative charge that recognizes the real-time state of the system and the corresponding value of reserves.   The penalty or administrative charge level is set by the auction for the call options.  The penalty determines the demand curve for the call options and is thus directly linked to the supply and demand curve in the forward market.  Those who are exposed to the penalty have chosen that exposure in preference to the call option.

The call option is simple to implement as a fixed energy bid.  The fixed bid is the strike price.  Operations software and procedures should be relatively unaffected by the changes.  This is true both for unit commitment and real-time dispatch.  The call option auction would be held far in advance and on an infrequent basis, perhaps semi-annually.  An infrequent auction would not require software development, again simplifying implementation.

Reserves are in fact energy that is held back, i.e., "held in reserve."   This is the effect of a call option with a high strike price.  The generator that submits a high daily bid on the basis of a call option contract has provided reserves.  For example, the following table lists the strike prices and the fraction of time corresponding call options would not be exercised and thus provide reserves. 

	Strike Price
	Percent of Hours Energy Clearing Price Was Lower Than Strike Price, May 1999-April 2000

	$60
	97.37%

	$100
	99.03%

	$200
	99.53%

	$500
	99.82%


A call option with a strike price of $200 would have provided reserves 99.53% of the time.  Generally prices in that range only occur during capacity deficiencies ("OP-4") or contingencies when reserves are used.    

The purchaser of a call option would be able to hedge his or her exposure to reserve costs.  For reasons explained below, the reserve cost would never exceed the strike price.  The purchaser would be able to select from a menu of strike prices according to his or her risk preferences.

The seller of the call option would receive the lump sum call premium and in return would bid in the fixed strike price as his energy bid for the duration of the contract.  If his generator did not perform when called upon, then the seller would make the purchaser whole.  When the generator was not called, but was out on maintenance, the seller would also make the purchaser whole.

2.  The Problems

Workable competitive reserve markets do not exist in the US electric industry today.   The short experience of deregulation has shown that there are fundamental obstacles that need to be overcome.  The primary symptom of the problem has been extremely high prices in reserves and energy in period of reserve insufficiency.  Another symptom has been voluntary violation of the voluntary reliability standards set by NERC.  

The following is a list of the known underlying problems of reserves markets, all of which are solved to some extent or fully by the method proposed.  I note how the forward market alleviates each of the problems.

2.1.    Last-Man Bidding Problems

ISO-NE operates to NERC and NPCC criteria.  This imposes an obligation to maintain a minimum of reserves at specified levels.  The ISO is obligated to take all possible actions, regardless of price, to maintain or restore reserves.  Thus ISO-NE has a vertical demand curve for reserves. 

The price insensitive demand curve implies that when reserves fall below the mandated level, the ISO will purchase all bids, including the very last bid. Furthermore, bidders know that this will happen multiple times each year.  Thus a bidder may offer his plant for reserves at an arbitrarily high price and be assured that the arbitrarily high price will be the clearing price multiple times during the year. No collusion or monopoly status is required to set this clearing price.  Any bidder can set whatever price he wishes.  Thus, this is a form of market power that exceeds oligopoly or monopoly market power.  The drawback to the bidder, however, is that the price is only set several times a year at times not known with certainty.

The last-man bidding problem in reserves affects the energy market as well.  During a reserves shortfall any control area that operates correctly to NERC criteria will purchase external contracts that allow the control area to back down internal generators, thus replenishing reserves.  External energy transactions are a substitute for internal reserves.  Since they must be purchased to replenish reserves, the contracts can be set at arbitrarily high prices and still be taken.  

This is a national problem.  It is most visible in the transparent, organized markets of the ISOs.  In other control areas without transparent ancillary services markets the effect is noted when energy prices spike to thousands of dollars.   This only happens because, as noted above, the control areas must purchase externally to replenish reserves.  Economics suggests some control areas will choose to save money by not buying the high priced energy, thus trading their own reliability and the reliability of their neighbors for financial viability.  This is what appears to have happened in ECAR during the summer of 1999.

Forward Market Solution

The forward market proposed here solves the last-man bidding problem two ways.  First, by purchasing in advance there is more competition, more entry, and the supply curve is more elastic.  Second, if the purchaser believes the forward price is too high he can always “purchase” in real-time by paying the value-based optimal administrative penalty in real-time.  The administrative penalty will be set through an auction designed to avoid forcing everyone into the forward market and thus creating a last-man bidding problem.

2.2.    No Financial Penalty for Non-Compliance of NERC Standards

In control areas without transparent, organized markets in ancillary services markets a problem parallel to the last-man-bidding problem is the collapse of reliability standards.   The experience of ECAR during the summer of 1999 suggests that when purchasers of reserves face very high prices to replenish those reserves due to the last-man-bidding problem, they choose to not replenish.  This behavior is rational when the financial penalty is low—or non-existent as it was in the case of ECAR.  The penalty should at least equal the price of energy (reserves) that was not purchased.

An ISO does not have the same profit motive and its actions are highly scrutinized.  Therefore reliability is not sacrificed.  It experiences the same shortages, but the primary result is high ancillary prices that affect customers.  High energy prices may also result when external energy is purchased to replenish internal reserves.

Forward Market Solution

The solution suggested here transfers the NERC obligations for reserves to ISO-NE market participants.  To the extent that a participant does not purchase enough coverage in the forward market he faces a penalty in real-time that represents the real-time scarcity of reserves.

2.3.     A Workable Real-Time Reserves Market Is Impossible

A real-time reserves market is impossible because most generator costs of providing reserves become sunk costs as real-time is approached.  Therefore the generator has no opportunity costs and in a competitive market the rational bid would be zero.  The longer-run costs of providing reserves are not zero.  While the real-time costs are zero, the real-time value of reserves to the system is either the very high cost of load shedding or near zero.  This is because reserves are a form of insurance and either they are needed to respond to a contingency (an accident occurs) and the value is high (a claim is made) or they are not needed (no accident) and the value is zero (no claim is made).

Given that the supply of reserves becomes fixed in real-time, and that demand is also fixed, a real-time reserves market has vertical supply and demand curves.  In other words the price oscillates between zero (S>D) and infinity (S<D, last man bidding) and there is no market.  This is the current underlying market in NEPOOL.  It is the underlying market structure in any real-time reserves market.

· Figure 1: A Real-Time Reserves "Market"
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Bids cannot represent anything but gaming in these circumstances.  The only way to have meaningful bids is allow them to reflect costs that can be avoided.  The further in advance a supplier makes the decision, the more costs he can incur to provide the service—or not incur and not provide.  This would make the market workable by making the supply curve sloping and crossing the demand curve.

A market-based solution requires that the demand and supply curves intersect.  The demand curve will remain vertical for many years until retail competition and interval metering take hold.  Therefore we must make the supply curve elastic.

The supply curve becomes more elastic with time as more exit and entry decisions can be made.  Fuel is probably purchased with a portfolio of long-term and short-term contracts for most units.  Some fuel costs can be avoided on a day-ahead basis, but not all.  Staffing decisions are made over months.  Scheduled maintenance occurs with a longer lead-time than staffing.  Each of these decisions can trigger exit.  The entry decisions are roughly parallel, although entry includes new construction.  The following is a conceptual representation of the decisions.

· Figure 2: Entry and Exit Decisions by Cost and Time
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The primary point here is that very, very few entry and exit decisions are made in the short term.  The most significant impacts are probably 6 months or more away.  The day-ahead market can reflect fuel decisions, but only that portion of the fuel portfolio that is short-term.  Therefore the supply curve is not elastic unless one allows for decisions with longer lead-time.  This is a defining characteristic of the highly capital intensive electricity industry.  

The following graph shows the supply curves with different amounts of entry and exit increasing with time.

· Figure 3: As the time to delivery increases, supply becomes more elastic.
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Forward Market Solution

A forward market in reserves is the only possible reserves market.   The farther forward that the purchase is made, the more workable and competitive the market becomes.  By increasing the lead-time of reserve purchase, the supply curve becomes more elastic and the probability of it intersecting the demand curve increases. 

2.4.    Indeterminate Market Returns for Peaking Resources

The low or zero cost of reserves in real-time means that peaking resources, including demand-side resources, can only recover their costs when called.  Trying to recover monthly costs with an hourly price requires very high hourly energy prices for a significant period.  This is the price spike model of fixed cost recovery.  There are disadvantages to relying on this as a method of assuring generation adequacy:

· The model does not work when load peaks have to be met by committing slow units far in advance thus depressing other prices.  This is the case in New England where there are few quick start units.

· The level of the price spikes is entirely arbitrary and is driven by market power (in the economic—not legal—sense of ability to set price).

· The level of fixed reserve requirements determines the price spike frequency.  The higher the reserve requirements, the more frequent the price spikes.  This places the ISO in a position of affecting price levels when interpreting reliability mandates. 

· It is highly uncertain—because of unknown frequency and levels—whether prices will reward the investment, which makes funding expensive and difficult to obtain.

Forward Market Solution

A call option model solves these problems.  The call premium is paid before the service is rendered.  The seller can recover all his costs in the premium and present the lump sum contract to a bank in order to finance construction.  

2.5.  Inadequate Demand Incentives

Demand response is lacking in almost all areas of the country.  In areas, like New England, where there are relatively few large industrial customers the lack is sorely felt. 

One reason for the inadequate response is the lack of appropriate incentives. Currently dispatchable load can bid into the market but is only paid the energy price when called. They are not paid revenue that matches the timing or magnitude of their fixed costs and risk. 

Some demand-side resources have significant fixed costs, e.g., measurement and evaluation systems.   An interruptible or dispatchable load undergoes these costs regardless of whether it is called.  Just as important, though, is that interruptible resources continuously undergo risk during their contract.  Again this is a cost that is incurred regardless of whether the load is asked to called to interrupt.

Forward Market Solution

A call option on energy is an ideal format for demand resources. The call premium provides revenue at the same time or in advance of the costs and risk incurred.  The call premium supplants the role played in the past by the discounted rates received by interruptible customers.  The difference is that the payment will be determined by competitive bidding where the interruptible load will compete with other loads and with generation resources.

2.6.  Large Day-Ahead Unit Commitment

A well-known phenomenon in New England is the need to commit a number of inflexible units day-ahead in order to meet reserve requirements for the peak of the next day.  This is the result of a large first contingency and a small number of quick start units.  New England has a first contingency of up to 2,000 MW and only 1,500 MW of quick-start units.  In comparison PJM has a first contingency of 1,157 and approximately 7,000 MW of quick-start units.  

As a result of New England's circumstances, large slower units are committed at their low-operating limits (LOL).  They are not eligible to set price at this level and have the effect of depressing the energy clearing price.   The large LOL costs are socialized as an uplift charge to load serving entities.   The quick-start units are not used in the energy market and do not receive compensation in the reserve markets due to the flawed nature of the real-time reserve markets.

Forward Market Solution

The solution is an increase in flexible capacity.  A larger number of quick start units would allow the ISO to meet the peak load with quick-start units and not incur LOL uplift charges for slow units.  Thus the flexibility of the quick-start units would be financially rewarded and the total production cost would be lowered.

The call option on energy would provide a true market for reserves and thus provide a revenue stream to those providing reserves.  The call premium should improve financing.  Longer-term call options also facilitate new competitive entry and plant development.

3.  The Forward Market Solution

The forward reserve market would consist of two components: a call option on energy purchased a long time in advance and an optimal penalty or administrative charge assessed in real-time for those who choose not cover themselves in advance.   Because reserves are a public good with no private incentive to purchase, an administrative charge provides the necessary incentive to purchase.

All discussion here applies to off-line reserves.  On-line reserves would be an extension of this methodology as noted below in the sections on planned generator maintenance and the secondary market.

3.1.  The Energy Call Option As Reserves

A call option is the right, but not the obligation, to purchase a commodity at fixed price called the "strike price."   The call option is sold for a "call premium" just as insurance is sold for a "premium."  The call option structure is similar to older contracts with demand and energy charges.  The call premium is like the demand charge and the strike price is like the energy charge.  

A call option is profitable to "exercise" when the spot price of the commodity is greater than the strike price.  In the NEPOOL electric market, this is to say that the Energy Clearing Price (ECP) is greater than the bid price (or strike price in the event of a call option contract).

The energy call option proposed is in practice just a contract to submit high fixed energy bids to the daily energy market.  This creates reserves because the seller has taken himself out of the market for energy.  It is an "out-of-the-money" call option on energy.  

Reserves are in fact energy that is held back, i.e., "held in reserve."   This is the effect of a call option with a high strike price.  The generator that submits a high daily bid on the basis of a call option contract has provided reserves.  For example, the following table lists strike the time that corresponding call options would not be exercised and thus provide reserves. 

	Strike Price
	Percent of Hours Energy Clearing Price Was Lower Than Strike Price, May 1999-April 2000

	$60
	97.37%

	$100
	99.03%

	$200
	99.53%

	$500
	99.82%


A call option with a strike price of $200 would have provided reserves 99.53% of the time.  Generally prices in that range only occur during capacity deficiencies ("OP-4") or contingencies when reserves are used.

The fact that it can be represented as a fixed energy bid means that implementation is much simpler than other approaches.  

Furthermore, operators in fact do, and should, dispatch all resources on the basis of energy price in response to a contingency whenever possible.  Segregating resources on the basis of an artificial "only to be used for reserves" basis will lead to inefficient operation.  Segregating resources will also cause a need for operators to make an artificial distinction between what is and is not a contingency.   If the reserves are ever used for something that is borderline, the operator is liable to accusation that he is attempting to depress the energy price.  

One result of the approach proposed here is that reserves begin to shrink when prices rise and the energy is dispatched.  However that is a normal outcome during capacity efficiencies.   Strike prices that are set high enough to only occur during low reserve periods should produce the right results.  More discussion of this circumstance follows below.

3.1.1.  Components of the Call Option

A call option consists of a quantity, a time to expiration, a strike price, and a call premium.  The strike price and call premium correspond to the energy and availability bids in some market designs for reserves.
  They also correspond to the deductible and premium in many insurance contracts.  The time to expiration is simply the term of the contract.

The proposal here is for the bidders to compete only on the call premium.  The quantity would be variable because unit sizes vary.  The ISO will set high fixed strike prices so that reserves will be created most of the time.  Fixing the strike price and time to expiration creates a standard contract that can be competed on in a simple fashion.  It is also based on a significant cost—the cost of maintaining capacity in an operable state over a period of months or years.

3.1.2.  Purchase Obligations

The market would determine the mix between forward purchases and real-time purchases (payment of administrative charges).   This is discussed at more length in section Error! Reference source not found. and related discussions. 

Total combined purchase obligations of real-time and forward reserves must also be defined.  The total amount of the obligation would appear to be the amount of reserves needed to fulfill defined reliability criteria, such as one-half the first contingency for TMSR.  The hard lessons of replacement reserves have shown New England that this is not necessarily true.  Power system operation requirements include more than the simple first and second contingency requirements.   

The ISO will not purchase reserves.  The obligation to purchase reserves, and thus the cost of NERC reliability criteria, would be imposed on private parties.  Currently NEPOOL has ascribed reserve costs to Load entities. 

Obligations require non-compliance consequences.  In a multi-settlement system, the consequence is exposure to the real-time market.  Here it is exposure to a real-time, optimal, penalty.

3.1.3.  Settlement Implications

The call option is a financially firm contract.  Thus the general principal is that the seller makes the buyer whole.  

The buyer has rights to the Energy generated, but must pay the strike price.  The first assumption is that the unit will be dispatched when ECP>strike price.  The second assumption is that the buyer pays a penalty or administrative if the unit does not provide reserves (and he has reserve obligations for that time).

In normal operations the unit is available, but the call option will not be called (unit is not dispatched) and will thus provide reserves.  The buyer is credited with reserves to offset his obligations.  

When the unit is dispatched (the call is exercised), the buyer loses reserve credit, but receives the difference (energy-strike).  When he loses reserve credit due to an exercise of the call option, the buyer must also pay the reserve penalty, in essence, buy on the spot market.  The seller is paid the strike price, i.e., his bid and not the ECP.

When the unit is out-of-service, the seller of the financially firm service must make the buyer whole.  Thus if ECP>strike, then the seller owes the buyer (ECP - strike + reserves).  If ECP<strike, then the seller owes the buyer just the reserves price.

The four possible states discussed above are summarized in the following table.

· Table 1: Settlement Implications by Unit Status

	Event
	Buyer
	Seller

	1.  Unit Available, ECP<Strike
	Receives credit for reserves.
	

	2.  Unit Unavailable, ECP<Strike
	Pays reserve penalty.  Receives penalty cost from seller.
	Pays buyer cost of penalty.

	3.  Unit Available and Dispatched, ECP>Strike
	Pays strike price to seller. Receives ECP.   Pays reserve penalty.
	Receives strike price.

	4.  Unit Unavailable, ECP>Strike
	Pays reserve penalty.  Receives (ECP-strike price) from seller.
	Pays buyer (ECP-strike price).


There remains the case when the unit is available but not dispatched by the ISO.  This is discussed below.

3.1.4.  Purchaser of Reserves Is Financially Protected When Option Is Called

When the option is called the purchaser of reserves is financially protected—under an optimal penalty mechanism for real-time reserves.  This is because, 

a) He has the rights to the Energy generated. 

b) The optimal penalty will never be greater than the Energy price received.  (This is discussed at more length in section 3.2. ).

It would seem that the purchaser becomes exposed to reserve prices when his call option resource is called for energy.  His reserves are gone.  This is also true if his purchased unit did not start when called.  In fact, he will never pay—in net— more for reserves than the strike price of his energy call option.

When the ECP is greater than the strike price (events 3 and 4 in Table 1 above) then the purchaser of the call option has the following cash flow:

- Reserves Price +  Energy Clearing Price - Strike Price

The purchaser of the call option on energy collects the energy price and pays the strike price.  If the unit did not perform as promised, he collects this amount from the seller.  Assuming that he needs all the reserves represented by the size of his purchase, he must now also pay the reserve price.

Now note that an optimal real-time penalty for reserve non-provision would be priced less than or equal to the energy price (qualities of an optimal real-time penalty are discussed at more length below in section 3.2. ).  Thus the maximum that the call option holder will pay for reserves is when Reserves Price = Energy Clearing Price.  Then the above cash flow becomes:

- Energy Clearing Price +  Energy Clearing Price - Strike Price  =  Strike Price

The following table illustrates this result.  Note that in Event "A" the ECP falls between the two strike prices of 100 and 200.  Only call option with a strike price of 100 is exercised.  The call option with a strike price of 200 is not exercised.  In Event "B" the ECP exceeds both strike prices and they are both exercised.

· Table 2: Net Payment By Purchaser

	Event
	Strike
	ECP
	Reserve Penalty
	Net Payment

	A
	100
	110
	90
	-80

	A
	200
	110
	0
	0

	B
	100
	220
	220
	-100

	B
	200
	220
	220
	-200


Again, this result depends on the reserve penalty not exceeding the ECP.

3.1.5.  Seller of Reserves Has Performance Obligations

In financial terms the writer of a call should cover his call.  Here that coverage is dispatch of a physical asset.   It is conceptually possible that purely financial calls may be written with no physical asset.  That would not involve the ISO.

The seller has operational risk.  A quick start unit may fail to start.  Under multi-settlements such non-performance will result in paying the real-time energy price.  The result would be the same here because the contract would be financially firm.

Such a penalty does not recognize the negative externalities of not performing during a system contingency.  Non-response during a system contingency should be penalized separately.

Off-line reserve resources have the ability to report, but not provide readiness.  A forward market does not solve this problem because the buyer of reserves is not affected.  Only the public good of reliability is affected.

3.1.6.  Dispatch Risk

It is possible that the ISO will not dispatch the resource based on price when (ECP > Strike), either due to an error, or out of reliability concerns. What are the practical consequences for the purchasers and sellers?

The purchaser receives the reserve credit rather than (ECP - Strike Price - Reserve Price).  Therefore he has avoided a cost, assuming the reserve price is approaching the ECP. 

The seller does not receive the strike price and does not run his unit.  This may represent a lost opportunity if (Strike Price > Marginal Cost).  However, the lost opportunity is not unlimited as it is today.  The marginal cost is unknown since the strike price is not a bid but is set by the ISO.  Therefore there is no way of calculating the lost opportunity.  

There does not seem to be an easy way for the ISO to maintain revenue neutrality in this case.  If the seller's lost opportunity cost were paid, the purchaser would not pay it.  Thus it would have to be a form of socialized payment. 

3.1.7.  Planned Generator Maintenance By Seller

The seller of the financially firm contract will need to maintain his equipment during the year.  If the penalty for not fulfilling his contract is too high, his incentive is to not admit that he is unavailable due to maintenance.  There is a low probability that he will be called, therefore he has a strong incentive to not report his outage.  If the penalty is too low, then he may schedule an outage when the pool needs reserves the most. 

Under portfolio bidding a large owner would manage his schedule internally when his units are not fully loaded.  He essentially buys from himself at the perfectly competitive price of reserves.  When reserves are plentiful because many generators are not fully loaded that price will be close to zero.  This is due to the "positive externality" of the energy market which provides reserves as a by-product.  These reserves are one of the primary economies of scale that justify pool dispatch or mergers.

An optimal real-time penalty recognizes this "positive externality."  Thus when the energy market provides many reserves as a by-product, the price will be lower.  Therefore when reserves are pooled and there is an optimal penalty, the small owner and the portfolio owner are on an equal footing.  The small owner is able to buy reserves from the portfolio owner at the same price that the portfolio owner would himself.

The correct optimal penalty allows the large and small owners to face the same costs when scheduling their generator maintenance.  A second method is through a competitive secondary market, which is discussed at more length below.  

A competitive secondary market and an optimal penalty for real-time reserves provide a method for selling TMSR or other on-line reserves forward.  The primary problem faced by a provider of on-line reserves is that he does not know whether or not he will be committed.  This is the same problem as generator maintenance: what happens when you are unable to provide the service you sold?  The optimal penalty and the secondary market provide the answer.  They allow the provider to fulfill his financially firm forward contract.  If the provider is not committed, he pays his buyer the penalty.  This is the same as event number 2 in Table 1 "Settlement Implications By Unit Status."  He may also arrange to have this financial risk managed by someone else.

3.1.8.  The Secondary Market

The secondary market, whether bilateral or centralized, can be purely financial.  As noted in the discussion of generator maintenance, a healthy secondary market will make possible a market in on-line reserves.  Because the market is purely financial, the ISO need not be involved.  The ISO would become involved to the extent that there is a transfer of title.

Monitoring of the secondary market by the ISO would be required.  ISO-NE's experience with the ICAP market indicates this.

3.1.9.  Eligible to Set Clearing Price

In real-time dispatch the call option energy is literally indistinguishable from other resources.  It will be dispatched for energy as well as contingencies.  Therefore it should set the ECP.

3.1.10.  Lost Opportunity Costs Paid

When the ISO dispatches resources out-of-economic order for reliability reasons, then those resources should be paid.  If this is not done, resources will cease to follow dispatch orders.  A primary example of out-of-economic order dispatch is the practice called "posturing."

3.1.11.  What Products Should Be Included?

This proposal has addressed primarily addressed non-spin resources.  A market for spin resources must account for the positive externalities of the energy market, and for unit commitment.  This can be done as outlined in sections 1.3.1.7.  and 1.3.1.8. .  It requires good functioning of the secondary market and of the optimal penalty or administrative charge.

3.1.12.  What Strike Prices and Times To Expiration?

Section 3.1. demonstrated that based on a year's worth of history, modestly high strike prices provide reserves in excess of 99% of the time.  This allows the ISO to offer enough strike prices for buyers to express their risk preferences.  Some will prefer more real-time risk, some less.  Further study would be required to calculate the quantity of reserves provided by each strike price with more certainty.  The ISO would solicit the opinions of purchasers prior to setting the strike prices.  Note that a customer could choose any level of average risk between two strike prices by purchasing both in different quantities.  Dispatchable load may prefer a higher than average strike price.

The times to expiration must satisfy two requirements, first that the auction be infrequent enough to not require new software, and second far enough into the future to provide supply elasticity.  

If an auction is more frequent than quarterly, it would not be feasible.  It is not clear that a quarterly auction is more useful than a semiannual auction.

The maximum supply elasticity is achieved with the competitive entry of new generating stations.  Thus many of the forward market contracts should include this period.  It is not necessary that all include it.  Competitive entry can occur as early as 18 months.  It may also require 3 years and more for different locations and types of plants.  There are probably diminishing returns at some point beyond 18 months.  Without a market, it is impossible to know what that point is.

An accurate forward curve for capacity prices would be a desirable, but not necessary, product of the forward market.  In order to build a forward curve it is necessary to have instruments similar to zero coupon bonds.  Thus a delivery contract would start and stop in the future.  A duration of one year would then provide a $/kw-year price.  This is a level of detail that is not necessary to go into at this point.

3.2.  The Real-Time Penalty

Reserves are an expensive "public good" which is not voluntarily paid by any party.  Voluntary reliability standards with no financial penalties simply lead to a loss in reliability —as seen in ECAR last summer.

Thus financial incentives to purchase, and to perform once contracted, must be imposed in some way.  This can be addressed through administrative penalties or through obligations to purchase in a spot market.  A spot (real-time) market in reserves is impossible for the reasons described above.  Administrative penalties are the remaining solution.

The penalty proposed here would apply equally to a generator and his customer.  The generator would pay the penalty for failure to supply.  The purchaser would pay the penalty for failure to cover his requirements.  

Fixed administrative penalties are usually either too high or too low.  If the penalty for non-purchase is too low, no one will buy. If the penalty for non-purchase is too high, the purchasers will have no defense against the exercise of market power and even the "last-man bidding" problem in the forward market.  If the penalty for non-supply is  too low, the generator would schedule maintenance during the summer peak period.  If the penalty for non-supply is too high, the generator would schedule maintenance and not inform the ISO, thus impairing reliability.

The solution is to devise an optimal administrative penalty.  An optimal penalty would have at least three properties.  First, it would result in a competitive forward market where neither seller nor buyer is subject to market power.  Second, the penalty would recognize real-time system conditions such that when reserves are valuable the penalty for non-provision is high and conversely when reserves are plentiful the penalty is low.  Third, the value of the penalty would never exceed the energy price.

1. Results In A Competitive Forwards Market.

An optimal penalty can be found through a process of raising and lowering the penalty until a competitive forwards market occurs.  A competitive market will have a sizable, but less than 100% clearing of bids and offers.  This is because in a competitive market purchasers are not forced to accept the last, highest offer, similarly sellers are not forced to sell at the lowest bid.

2. Recognizes Real-Time Conditions and Value.

An optimal penalty will—like a demand curve—rise and fall with the quantity of reserves.  Thus it will encourage reserve providers to schedule outages during periods of reserve surplus rather than scarcity.  Similarly, it would encourage demand-side resources and load to respond to the real-time value of reserves.  Note that the quantity of reserves is not the only variable affecting the value of reserves.

3. Will Not Cost More Than Real-Time Energy.

An optimal penalty will not exceed the energy cost.  If it did, there would be perverse incentives described below. 

The third property is the basis of the current limiting of the reserves price to the energy price.
  Reserves prices higher than energy are a symptom of poor market design.  In a real-time market we know that all reserves costs are sunk.  Therefore the economic cost is zero.  Positive prices can only the result of larger bidders setting price.  This is the economist's definition of market power.  They would not occur in a competitive market.  Prices greater than energy prices are an extreme form of this market power.  They have only been observed when the last-man bidding problem occurs or is very close to occurring. 

Two perverse incentives occur when the reserves price exceeds the energy price:  

Perverse Incentive #1:  Reserves prices greater than energy prices can generate welfare-like incentives; the payment becomes greater to not work (not generate) than to work.  Off-line generators provide readiness in the two non-spin markets (ten minute non-spin reserves, and thirty minute operating reserves).  If the reserves prices are greater than the energy prices, there is a perverse incentive to cease readiness preparation.  The generator saves money by reducing maintenance, fuelling and staffing.  Most of the time reserves are not called, and non-performance is not penalized.  Therefore when the benefits of participating in the energy market are outweighed by the costs of readiness preparation, i.e., reserves provision, the generator would say he is operable and collect reserves payments, but not spend the money necessary to be operable.  Even if the false claim is discovered through performance monitoring, the most likely result is a warning letter or small fine because intentional non-performance is difficult to prove.

Perverse Incentive #2: Reserves prices greater than energy prices can generate incentives to temporarily degrade the power system.  For example, one could create reserves by engineering ground circuits that would absorb energy and then open the switch when the energy was needed.  It has literally become more economic to waste energy.

3.3.  Recognizing The Real-Time Conditions and Value

Absent a market the only way to judge the value of reserves is to estimate it with a model. 

Peter Cramton has described the concept of a demand curve for reserves that would place dollar values on reserves.
 ISO-NE has also produced a working model.  

Most non-economists think of the demand curve as only recognizing price and quantity.  In fact that is only a two dimensional presentation for heuristic purposes.  Demand actually depends on many variables.  Thus a "demand curve" model takes into account many more things than just the quantity of reserves. 

Some of the other variables that have large effects on the value of reserves are: size of the first contingency, failures per year of units, and level and direction of load.  For example, in New England the first contingency changes hourly.  It would not be reasonable to ignore a doubling of the first contingency.

The drawback of any model is that the assumptions determine the outcome, therefore any values will be suspect.  Therefore it is desirable to calibrate the model.  This is, in effect, a fine-tuning of the real-time penalty.

4.  Adjusting the Real-Time Penalty With A Market Mechanism

This section has not yet been completed.

� In these other market designs, the bid for reserves has two components, energy and availability.  The energy bid is different from the energy bid in the energy market.  California originally had such a design and has dropped it.


� This has been called a cap.  Since the energy price is unlimited, it is incorrect to call the limiting to energy a cap.


� Peter Cramton and Jeffrey Lien, "Eliminating Flaws in New England's Reserve Markets," technical report for ISO-New England.  Available at: http://www.iso-ne.com/ISO_Customer_Services/documents/Customer_Services/Committee_Activity/Reserves_Working_Group_of_the_RMOC/index.html
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